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Hcnouab30BaHue BO3MOKHOCTEH rpapuuecKux mpoueccopoB AJist
MaTEeMATHY€eCKUX BbIYMCICHUI
B.A. Eeynos, B.A. lllabanoeckuii

Boneoepaockuii cocyoapcmeennwiii mexHuweckuil ynueepcumem

AnHoTtanusi: B mpencraBneHHol paboTe wHcciemyeTrcs akTyaldbHas 3ajada HMCIOJIb30BaHUS
rpapuueckux mporeccopoB (GPU) B BBIUMCIUTENBHBIX MpOIECcCcaX, KOTOPHIE TPaAMIIMOHHO
BBIMOJIHAIOTCS Ha IeHTpaibHbIX Tporeccopax (CPU). C pa3BuTreM TEXHOJIOTHI U MOSIBICHHUEM
CHCIUATM3UPOBAHHBIX apXUTEKTyp U OubOmmorex, GPU cramm He3amMeHMMBIMH B 0OJACTSX,
TPEOYIOIMX HMHTCHCHUBHBIX BbIUMCICHHH. CTaThsi MOAPOOHO paccMaTPHBACT IPEHMYIIECTBA
ucnons3oBanuss GPU mo cpaBuenuto ¢ TpagunuonHeiMu CPU, o000cHOBBIBasS 3TO UX
CIIOCOOHOCTBIO K MapaJlIeIbHON 00pabOTKE M BBICOKOW MPOITYCKHOHM CIIOCOOHOCTH, YTO JCNAeT
UX UJICaTIbHBIM HHCTPYMEHTOM ISl pAa0OTHI C OOJIBIIMMU 00bEMaMH JTAaHHBIX.

KmioueBnie caoBa: rpadudeckue mnporeccopel, GPU, CUDA, OpenCL, cuBLAS, CLBlast,
rocBLAS, mnapamnensHas oOpaOOoTKa JaHHBIX, MAaT€MaTHYECKUE BBIYMCICHUS, ONTUMHU3AIUS
KOoaa, ynpaBJICHUC TaMATbIO, MAIIMHHOC 06yquHe, HAaYYHBIC UCCIICAOBAHUA.

BBenenune. B coBpeMEHHOM MUpe Hay4YHBIX M MHKEHEPHBIX UCCIEAOBAHUN
HAOJII0JJaeTCsl CTPEMUTENIbHBIM pOCT MHTEpeca K HCIOJIb30BAHUIO TpapUUECKUX
nporieccopoB  (GPU) s BBINOJHEHWS MaTeMaTHYCCKUX BBIYMCICHUH. OTO
OOyCJIOBJIEHO HE TOJIBKO WX CIOCOOHOCTBIO K 0OpabOTKE OrpOMHBIX OOBEMOB
JTAHHBIX 3a CUET MapaJlyIeIbHOW 00pabOTKH, HO M BBICOKOU 3(P(HEKTUBHOCTHIO 1O
CPaBHEHHIO C TPAIUIIMOHHBIMH IIEHTpaIbHbIMU Mporieccopamu (CPU) [1, 2].

Ceromast GPU wurpaer KIOuUeBYlO pOJjb B pa3IMYHBIX O00JIACTSX, TJIE
TpeOyrOTCSI ~ MHTCHCHBHBIE  BbIUMCICHHsS.  [IpemmymiecTBo  rpaduvecKux
IPOLIECCOPOB B ATHUX O0O0NACTIX 3aKIOYAeTCs B HMX BBICOKOM MPOIMYCKHOMN
CIIOCOOHOCTH M CIOCOOHOCTH  BBIMOJHSTH THICSYM IOTOKOB  BBIYHUCIICHUM
napaienbHo.  OIHaKo, HECMOTpST HA  3HAYMTEIbHBIE  MPEUMYIIECTBA,
ucnonp3oBanne GPU B MaTeMaTWyecKUX BBIUYMCICHUAX COMPSIKEHO C PAIOM
TEXHUYECKUX M aJITOPUTMUYECKUX BBI30BOB, TaKHX, Kak HE0OXOJUMOCTb
onTUMM3aluMu koxa mon apxutektypy GPU, ynpaBinenwe mnamsiTeio U
CUHXPOHHU3ALIHNIO TIOTOKOB.

OcHoBHbIe TexHOJIOTMH U apxuTekTypbl GPU u uMX npumeHeHue B

Marematuueckux 3aaadax. [Ipumenenue texnonoruii GPU, takux, kak CUDA,
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OpenCL, a Taxxke cnenuanusupoBanHbix Oumommorek cuBLAS, CLBlast u
rocBLAS, mpexacraBmsier co00i PEBONIOIMI0O B MOAXOAaX K PEHICHUIO
MaTeMAaTHYECKUX U MHXKECHEPHBIX 3a1ad [3].

cuBlas mpencraBnsger co0Oi BBICOKOIPOU3BOIUTEIBHYIO OHOJIMOTEKY OT
komnanun NVIDIA, npennasHaueHHYIO Ui BBIMONHEHUS 0a30BbIX (QYHKIMHA
nuHeiHon anreOoper BLAS (Basic Linear Algebra Subprograms) ma GPU [4].
Hcnonp3oBanue cuBlas mist peanmsanum xiroueBbix omepanuii BLAS, Takux kak
YMHOKCHHE  MATpHUIl, TIO3BOJSET JOOUTHCS  3HAYUTEIBHOTO  YCKOPEHUS
BBIYHCIICHU 110 cpaBHeHUIo ¢ CPU.

CLBlast mnpemmaraer cxoxyo (QYHKIHOHAIBHOCTh JUIS YCTPOHCTB C
nogaepxkkot  OpenCL, wuyro mo3BomseT wucnonb3oBath GPU  pasmuunbix
npousBoauTeNel sl yckopenus omnepauuii BLAS. bubnuotexa ontumusupyer
BEITIOJTHEHHE 3a71a4 T0JT KOHKpEeTHYI0 apxuTektypy GPU, oGecnieunBasi BRICOKYIO
IPOM3BOIUTEIILHOCTh B Pa3HOOOPA3HBIX BRIYMCIUTEIBHBIX cpeaax [5].

rocBLAS Bxoaut B coctaB skocucteMbl AMD ROCM wu npencraBiser
coboii  OMOMMOTEKY, OPHEHTHPOBAHHYIO Ha  BBICOKONPOU3BOIAUTEILHBIC
BBIUUCIICHUS ¢ ucnojb3oBanneM GPU AMD [6]. Ona mnpennaraer
ONTUMHU3UpOBaHHbIE peanu3anun BLAS, obecrneumBaeT macmTaOHpyeMoOCTh U
ONITUMM3AIUIO MPOIIECCOB.

HccaenoBanue. IlpenmeToMm  HcClenoBaHUs — SABISIIOTCS  Pa3jUYHBIC
peanu3anuu Onepanuy YMHOKCHHS TUIOTHBIX MaTPHI] C MOCISAYIOMNUM aHATN30M
U CpaBHEHHEM TIOJYyYCHHBIX TMoOKa3aTenei sddextuBHOocTH. Ha mepBom srare
paccMOTpuM 0a30BYI0 peau3alHio JaHHOW OIepariy, 3aKII0Yarollylocs B
BBIYHCIICHUHM JJIEMEHTOB pe3yibTUpylomed wMatpuilbl C Kak CKaJApHBIX
MPOU3BEJICHUN COOTBETCTBYIOIIMX CTPOK U CTOJIOIIOB WCXOAHBIX MATPHIIL.
[TpuBenem parmeHTa Ko1a, ACMOHCTPUPYIOIIHHA 3TOT MPOIIECC.

for (int row = 0; row < N; ++row) {

for (int col = 0; col < N; ++col) {

© DnexkTpOHHBIN HayUHBIN XypHaAI «MHX)eHepHbIi BecTHUK [lonay, 2007-2024



Nuzkenepuniii Becruuk [Jona, Nod (2024)
ivdon.ru/ru/magazine/archive/n4y2024/9144

Clrow][col] = 0;
for (intk = 0; k < N; ++k) {

C[row][col] += A[row][K] * B[K][col];
1}

B stom ¢parmMenTe BHeUIHHE IHMKIBI MEPeOUPArOT CTPOKHA U CTOJIOIIBI
matpunitbl C, a BHYTPCHHHH IIMKJ BBIUUCISCT HEOOXOAMMBIC CKAIAPHBIC
npousBeneHus. llpuBeneHHass MeETONMKA, SBJSSCH HMHTYUTHBHO TIOHATHOM U
MPOCTOM B pean3aliii, UIMEET Psiji CYIIeCTBEHHBIX HETOCTATKOB.

1)  HedddextuBHOCT, HCHONB30BaHHMA Kema. JlocTym K 3JeMeHTaM
MaTpHUIl HE ONTUMHU3UPOBAH B KOHTEKCTE MCIOJIB30BAaHUS KEUI-MIAMSITH, YTO BEICT
K 4acThIM IpoMaxaM Kellla 1, Kak CJIEJCTBHUE, K 3aMEIJICHUIO BBIUMCIICHUM.

2)  OrtcyrcTBHE napasuieu3Ma: Boruncnenus BBITOJTHSIFOTCS
MOCIIEZIOBATEIHbHO W HE UCHOIB3YIOT BO3MOXKHOCTEW MapajlIeIbHBIX BBIUMCICHUN
Ha COBPEMEHHBIX MHOTOsIIEpHBIX Ipoueccopax u GPU.

3)  Macmrabupyemocts:  [lpu  yBenwueHWM — pa3Mepa  MaTpHIl
HAOJII0JaeTCsl CYIECTBEHHBIM POCT BPEMEHH BBIMIOJHEHMSI, YTO JeJlaeT JaHHBIN
METO]l HEMPUTOHBIM Ji1 pabOThI C OOJNBIIUMU pa3MepaMu MaTpULL.

Bpewmsi, HeoOxommuMoe i pacyeTa ¢ UCIOJIb30BaHHeM 0a30BOTO alTOPUTMA
(Standard_matrix), mpuBeneHo B Tabwiie 1.

Tabnuua 1

Bpewmst BBITONHEHUS IPOTPAMMBI B CEKYHIAX.

PazmepHocCTh 64 128 256 512 1024

Standard_matrix | 0.00703 0.05657 0.42733 3.66166 34.71356
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Puc 1 - Bpems BbinmosgHeHUs1 6a30BOTO alropurMa

Teneps paccMOTpUM aNTOPUTM, KOTOPBINA HCONB3yeT Bo3MoxkHocT CUDA
[7] u 6ubmmorexy cuBLAS st yckopenus Berauciienuit Ha GPU. JlaHHBIH moaxox
3HAYUTENbHO OTIAMYaeTCs MO dJ(PQPEKTUBHOCTH ¥ CKOPOCTH BBINIOJHEHUS,
Onmarogaps mnapajuieibHOM 00paboTKe MaHHBIX HAa rpadUuecKux MpoIleccopax.
BaxHo otmeruTh, uTO 1A ynpasieHus JaHHbIMM Ha GPU wucnons3yrorcs
cnenuanbHbie ¢GyHKUMHU, Takue Kak cudaMalloc, koTopsie oOecreunBarOT
BbIJIEJICHUE NTaMATH B T1100ambHOM ajjpecHoM npoctpaHcTBe GPU.

cudaMalloc(&d_A, bytes);

Brruucienus ocymecTBiIsitoTes ¢ momoibio oubmuorexku CUBLAS.

cublasSgemm(handle, CUBLAS OP_N, CUBLAS OP_N, n, n, n, &alpha,
d A, n,d B,n, &beta,d C, n);

HNanuseiii Bei3oB 3amyckaer Ha GPU nponiecc ymHoxxkenust matpuii A u B,
pesynbTar 3amuceiBaercs B marpuily C. IMapamerpwr alpha u beta mossonstor
MacIITabUpOBaTh pe3yIbTaT U HAKAIUIMBATh €0 B PE3YJIbTUPYIOLIEH MaTpuIIE.

[IpeumymecTBa HaHHOW pealM3allMy  3aKIOYAKOTCAd B 3HAYUTEILHOM
YCKOPEHUM BBIYMCIICHUN Onarojaps napamienusmy, noctynHomy Ha GPU. Takoe
YCKOpPEHHE CTAaHOBUTCS OCOOEHHO 3aMETHBIM TMpu paboTe ¢ OONbIIUMU
MaTpUllaMd, T pa3HUIlAa BO BPEMEHHW BBINOJHEHUS IO CPAaBHEHUIO C
nocnenoBareabHbIMU  anroputMamu Ha CPU MoXeT A0CTHrath HECKOJIBKHX

MOPSIAKOB.

© DnexkTpOHHBIN HayUHBIN XypHaAI «MHX)eHepHbIi BecTHUK [lonay, 2007-2024



Nuzkenepuniii Becruuk [Jona, Nod (2024)
ivdon.ru/ru/magazine/archive/n4y2024/9144

OpnHako, HECMOTpS HA 3HAYUTEIbHBIE PEUMYIIECTBA, Y JaHHOW peaanu3aliuu
ectb cBou Hemoctatku [8-10]. Bo-mepBbix, TpeOyeTcs HaMU4YMe COBMECTUMOW C
CUDA BuUJI€OKapThI, YTO MOXKET OTPAHUYUTH JOCTYITHOCTh JAHHOTO noaxoxaa. Bo-
BTOpbIX, mporpammupoBanue mig CUDA Tpebyer mnoHuManus crenuduku
apxutektypsl GPU, 4TO yBEIMYMBAET CIOXHOCTH Pa3pabOTKH MO CPaBHEHHUIO C
TpaJMIIMOHHBIMU MeTojaMu. B-Tperbux, ynpapienue mamsateio Ha GPU moxer
CTaTh JOTIOJHUTEIHHBIM HCTOYHHKOM OINHOOK, OCOOCHHO TMpu paboTe C
OonpmiMu  0oObeMaMU JaHHBIX. Pe3ynapTaTel 3aMepoOB BPEMEHU BBITIOJHEHUS
JaHHO# mporpammbl (CuBlas_matrix) npeacrasieHsl B Tadauiie 2.

Jl7is ipeogoNeH sl IEPEUYUCICHHBIX HEJJOCTAaTKOB OBLI UCIIOJIB30BAaH JIPYTOn
HOJIXOJ] K PEILICHUIO 33J1a4M, B paMKaxX KOTOPOr0 MPUMEHSETCS] ONTUMU3UPOBAHHAS
peanu3anys ONepaldd YMHOXXEHHS MaTpUll C MCIOJIb30BaHUEM (perdMBOpKa
OpenCL. TTogoGHBIH TOAX0 MOXET HUCIOIB30BATHCA HA PA3TUYHBIX allapaTHBIX
wiatdopmax, BkItouas rpapudeckue mpoueccopsl (GPU). Anroputm ucnosib3yer
JIOKaJIbHOE pa30MeHue JaHHBIX M TEXHUKY TailsinHra (pa3OneHue Ha OJIOKH) IS
7 (HEKTUBHOTO KCIIOJIB30BAHUS KENI-MAMITH U YMEHBIIICHUS Yuciia OOpalieHnit K
rJI00aJIbHON TTaMATH, YTO KpaiiHe BaXKHO I YCKOpeHus Bbruncienuit Ha GPU.

KittoueBbie acrekThbl peann3aliim:

1) JlokanbHoe pa3OueHue JaHHBIX. KaXK bl TOTOK KOMUPYET SJIEMEHT M3
100anbHOW MaMsTH B JIOKaJbHYIO (shared) mamsiTh, 4TO yMEHbILIAET 3alE€PHKKHU,
CBSI3aHHBIC C JOCTyNnoM Kk mamsatu. Pasmep Omoka (localSize) 3apanee omnpeneneH
Kak 16, 4TO SIBJISETCS ONMTHUMAIIBHBIM BBHIOOPOM nJisi MHOTUX apxuTektyp GPU u3-
3a XOpoIIel OaaHCHPOBKH MEXAY pa3MepOM JIOKAIBHON MaMATH U KOJMYECTBOM
MOTOKOB Ha OJIOK.

2) Taiiauar. AnroputM pa3OHWBaeT MaTpPHUIBl HA MOAMATPHUIlLI (TaiIbI)
pasmepoM 16x16, 4yTO mMO3BOJIAET KaXJaOMy OJIOKY TIOTOKOB paboTaTth C
HEOOIBIIUM HA0OPOM JTaHHBIX, MOJIHOCTHIO YMEIIAIOIUMCS B JIOKAIbHON MaMATH.

DTO CYyIIECTBEHHO YCKOpPSET JOCTYyll K JIaHHBIM W TOBBIIIAET OOIIYIO
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IMPOU3BOAUTCIIBHOCTD 34 CUCT COKpAIICHUA YHCIIA 06paIH€HHﬁ K TJI00aJILHOU
ImaMATH.

3) CunxpoHHu3alusi MOTOKOB. BHYTpW siipa HCHONB3YIOTCS Oapbepbl
cunxponuzainuu (barrier(CLK LOCAL MEM FENCE)), 4To0bl rapanTupoBaTh,
YTO BCEC IIOTOKU 6JIOKa 3aBCPIIMIIN KOIIMPOBAHUC JAHHBIX B JIOKAJBbHYIO IMaMATb
nepeca HadaJlOM BBIUYHUCICHHUA W IICPCH KOIMMPOBAHUCM CIICAYIOLICTO Tamiaa. DTo
oOecrieunBaeT KOPPEKTHOCTh PE3yJbTAaTOB TpHU TapayyienbHOW pabdote. Himke
IPEACTaBIICH (PparMeHT KoAa siApa YMHOKEHUS MATPULL;

for (int tileldx = O; tileldx < N / localSize; ++tileldx) {

Asub [localRow][localCol] = A [globalRow * N + (tileldx * localSize +
localCol)];

Bsub [localRow][localCol]
globalCol];

barrier (CLK_LOCAL_MEM_FENCE);

for (intk = 0; k <localSize; ++k) {

sum += Asub[localRow][k] * Bsub[k][localCol];

}
barrier (CLK_LOCAL_MEM_FENCE);

BJ(tileldx * localSize + localRow) * K +

}

XOoTsT ~ ONTUMHU3UPOBAHHAS  pealu3alus  YMHOXKEHUS  MaTpull ¢
ucnoas3oBanueM OpenCL 3HaYMTENBHO YCKOPSET BBIYUCIEHHUS, OCOOEHHO Ha
GPU, ona Takxke mnpenbsBisieT psAl TpeOOBaHUN U BBOIUT ONpE/EICHHBIC
orpaHuueHusi. Pasmepsl MaTpull JOJDKHBI OBITH KpaTHBI pa3mepy OJioKa, 4TO
MOXET TMOTpPeOOBaTh JOMOJHUTEIBHOW TMpeABapUTEeNbHON 0o0paboTku. [lis
JOCTHXKEHUS MAKCUMAJIBHOM MPOW3BOJIUTEIIBHOCTA HA KOHKPETHOW amnmnapaTHOU
maTopMe HeoOXoIMMa TIIaTeJIbHAs ONTUMM3ALIUS TTAMATH U BRIOOP MMapaMeTpoB,
ydeT pasHooOpazue apxutektyp GPU u ux onTUMU3AIMOHHBIE XapaKTEPUCTHKU.

D¢ dexTrBHOE HMCIOJIB30BAHUE TAaKOW peau3alliyd TaKXKe 3aBUCUT OT KadecTBa
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nonnepxkku OpenCL Ha meneBoit miatgopme, MOCKOIbKY MPOU3BOAUTEILHOCTD U
CTaOMJIBHOCTh PA3IMYHBIX PEATU3alliii MOTYT 3HAUMTEBHO pa3iaudarbes. Kpome
TOTO, HEOOXOMUMBI  IIIyOOKHME 3HaHMA B 0O0JAaCTH  HapaIeIbHOTO
nporpaMMUpOBaHus W ontuMuszanuu koxa st GPU, Bxmodas s¢dekTuBHOE
UCIIOJIb30BaHUE JIOKATBHOW MaMSTH, CHHXPOHH3AIUIO0 TTOTOKOB M MHHHMHU3AIIHIO
oOpalieHnii K TJ00aJbHOW IMaMATH, 4YTO MOXET CYIIECTBEHHO YBEJIUYHUTH
CIIOKHOCTB KoJia. Pe3ynbrat 3amepoB BpeMeHH padboThl MeTosa (OpenCL_matrix)

IPEICTABIICH B Ta0IMIIE 2.

Tabmuia 2
Pe3ynpTar 3aMepoB BpEMEHH BBITIOJIHEHUS ITPOrPaAMM B CEKYHIAX.
PasmepHOCTB 512 1024 2048 4096 8192 16384
cuBlas_matrix 0.00021 | 0.00089 | 0.00465 |0.03409 | 0.24540 1.43031
OpenCL_matrix 0.00065 | 0.00117 |0.00353 | 0.01344 | 0.05336 0.19334

1.50000 | —e— cuBlas_matrix
0.90000 3 —g— openCL matrix
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.00800
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0.00010 T T T T T T
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Matrix Size
Puc 2 - Bpems peanuzanuu ucciieyeMbIX alTOPUTMOB ¢ Hctionb3oBanuem GPU
N3 rpaduka BUIHO, 4TO 00a aJIrOpUTMA MACIITAOUPYIOTCS C YBEIMUYEHHEM
pasmepa matpul, Ho OpenCL neMoHCTpUpyeT JIydillyio MPOU3BOJUTEILHOCTD IO
cpaBHeHUI0O ¢ CUBLAS. DTo MOXeT OBITh CBS3aHO C Pa3IUYHON CTETCHBIO
ONTUMHU3AIMKA OUONMMOTEK TOJ KOHKPETHBIC BBIUMCIHUTEIbHBIC 3a7aud M|

apxXUTeKTypy ucnosbzyembix GPU.
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3akmouenue. lcnons3oBanue rpaduueckux npoueccopoB (GPU) mus
MaTEeMaTHYECKUX BBIYUCICHUH, OCOOEHHO B 3aJadyax YMHOMKEHHUS MAaTpHUIL,
3HAYUTEIBHO PACHIMPSIET BO3MOKHOCTH HAYYHBIX M MHKEHEPHBIX UCCIEIOBAHUMN.
C moMouIpl0 pa3iavyHbIX TEXHOJOTUA M OMOJMOTEK AOCTUTAETCS 3HAYUTEIIbHOE
yckopeHue oOpabOTKM JaHHBIX M BBIMOJTHEHHUS BBIYUCICHUN IO CPAaBHEHUIO C
TpaauoHHbIMU MeTosaMu Ha CPU. OTo He Toibko ynyumiaeT 3(hPeKTUBHOCTD
UCCIIEIOBATENBCKUX PadOT, HO U MO3BOJISIET MPEOI0JIEBATh CIIOKHBIE TEXHUYECKUE
U QITOPUTMHYECKUE MPOOIIEMBI.

Onnako, nns ycnemHoro npuMmeHeHus GPU B BBIUMCIMTENBHBIX 3a7ayax,
HEO0OXOAMMBI IIYOOKHE 3HAHMS B 00JIACTU MapaIETbHOTO MPOrPAMMUPOBAHUS U
ONTUMM3AIMHU KoJla. BaXkHO yUUTHIBaTH 0COOEHHOCTH paboThI ¢ mamsThio Ha GPU,
CUHXPOHU3AIIUIO TIOTOKOB U JPYTHE KIIOYEBbIE aCMEKThI, 4TOOBI MAaKCUMH3UPOBATh
MIPOU3BOAMTENIBHOCTh M CTAa0MJIBHOCTh NMPUIIOKEHUW. B mepcrnekTuBe, pa3BuUTHE
texHonoruit GPU obemraer eme Oosbline YCKOPEHUs B BBIYUCICHUSX, 4TO OynIeT

CIIOCOOCTBOBATh OBICTPOMY IIPOTPECCY B HAYKE M TEXHUKE.
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